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ISOBAR
ARTIFICIAL INTELLIGENCE SOLUTIONS TO METEO-BASED DCB IMBALANCES FOR
NETWORK OPERATIONS PLANNING

This Availability Note is part of a project that has received funding from the SESAR Joint Undertaking
under grant agreement No 891965 under European Union’s Horizon 2020 research and innovation
programme.

Abstract
ISOBAR WP4 objective is to deliver an artificial-intelligence-based solver that computes for a given
airspace (typically a country-wide airspace, such as France or Spain) and a given time horizon of
interest (spanning for several hours, up to a whole day) demand-capacity-balancing (DCB) measures
capable of mitigating DCB hotspots. This document is the Availability Note for two solvers, each
developed by one participant in WP4: ENAC and Cranfield University. The two solvers are based on
two different artificial-intelligence paradigms: hyper-heuristics, and reinforcement learning. For each
solver, the underlying algorithm is sketched, and input and output formats are described. Run
instructions are also provided.

© – 2021 – ISOBAR Consortium. All rights reserved. Licensed to the SESAR Joint
Undertaking under conditions.
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1 Introduction
1.1 Purpose of the document
D4.1 deliverable is a demonstrator of DCB hotspot solvers, designed using optimization and machine
learning technics. Given that WP4 gathers two main participants - ENAC and Cranfield University (CU),
two parallel research streams were initiated from the beginning of the tasks. The first stream is led by
ENAC. It explores meta-heuristics and their evolution into hyper-heuristics using learning concepts.
The second stream is led by CU. It focuses on models and solution methods exclusively built within the
framework of reinforcement learning. Finally, two DCB solvers were developed:
•

A DCB hotspot solver, that implements a hyper-heuristic based on a simulated annealing (SA)
algorithm, developed by ENAC; and

•

A DCB hotspot solver, based on multi-agent reinforcement learning (MARL), developed by
Cranfield University.

This Availability Note evidences the development and verification of the ENAC/CU DCB solvers used in
this project, to undertake the various evaluation activities that have been planned in D6.1 of WP6 –
ISOBAR evaluation.

1.2 Intended readership
This document is directed at:
1. ISOBAR Consortium members,
➢ For informing about the functionalities of the DCB hotspot solvers developed by ENAC
and CU.
2. SJU Programme Manager (PM), SJU ATM Expert and SJU Technical Coherence Coordinator
(TCC),
➢ For reviewing the consistency of the developed solvers and their relevance for the
ISOBAR objectives.
➢ For understanding how to execute the solvers as a standalone software.
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D4.1 demonstrator deliverable is intended to be publicly available. Similarly, this Availability Note has
a public dissemination level, intended for members of the consortium (including the Commission
Services), and any interested reader.

1.3 Structure of the document
The document is structured as follows:
-

Section 2 provides a generic functional description of the DCB hotspot solver.

-

Section 3 describes ENAC’s solver: general information, underlying algorithm, input and output
formats.

-

Section 4 describes CU’s solver: general information, submodules, and output format.

1.4 List of Acronyms
Acronym

Definition

ACC

Area Control Center

AI

Artificial Intelligence

ATFM

Air Traffic and Flow Management

AU

Airspace User

CTOT

Calculated Take-Off Time

DCB

Demand and Capacity Balancing

ETOT

Estimated Take-Off Time

FMP

Flow Management Position

MARL

Multi-Agent Reinforcement Learning

NM

Network Manager

NMOC

Network Manager Operating Center

RL

Reinforcement Learning

SA

Simulated Annealing
Table 1 – List of acronyms
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2 Generic functional description
The ISOBAR solution prototype is made of five AI components: meteo, capacity decay, hotspot
detection, AU preference model, and DCB hotspot solver; as depicted in Figure 1.

Figure 1 – ISOBAR solution's main AI components

The DCB hotspot solver represents the last AI component to be run within ISOBAR solution, thus
depending (directly or indirectly) on the remaining four AI components, and also delivering the final
output expected from ISOBAR solution: efficient DCB hotspot mitigation measures.
Figure 2 presents an in/out diagram highlighting the main actors interacting with the DCB solver:
demand and capacity prediction modules, the human FMP/NM, and the external rerouting module.
The AI-based DCB hotspot solver is fed with a prediction of demand and sector capacity (in a
predefined region and time horizon of interest). Moreover, the solver is given a set of alternative
trajectories as produced by the AU preference model (at least, for a subset of the considered flights),
acting as an external re-routing module.
The AI-based DCB hotspot solver aims at finding mitigation strategies (i.e., rerouting flights or delaying
their departure time) in order to ensure that air traffic demand does not exceed en-route sectors’
capacity, while minimizing the total impact of these mitigation strategies. The impact of mitigation
measures is assumed to be the total ATFM delay over all modified flights, where, for each flight f, the
ATFM delay is defined as the difference between CTOT and ETOT:
ATFM delay (f) = CTOT(f) - ETOT(f)
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The solver considers airspace users (AUs) preference, by selecting rerouting options according to
predefined AU preference scores.

Figure 2 – Generic in/out diagram of the DCB hotspot solver and its main interacting actors.

2.1 Typical user story
At D-1, a first AI-based weather forecast for D0 is received, together with a prediction of sector capacity
decay, while the demand for D0 is assumed to be given. In case of high-risk weather phenomena, the
NM/FMP (the human operator, hereafter) calls the AI-based DCB hotspot solver in order to find
mitigation measures, such as delaying or rerouting some flights, so that demand does not exceed
capacity, and that the total impact on modified flights is minimized. The solver returns a set of
mitigation measures to be applied on specific flights. The human operator selects a subset of mitigation
measures to apply here-and-now at D-1.
At D0, a new weather forecast for the day of operations is received, as well as a prediction of sector
capacity decay. Some flights were already modified by mitigation measures applied at D-1. Given the
new demand and capacity situation, the human operator identifies the new hotspots and calls the AIbased DCB solver to mitigate them. Mitigation measures produced by the solver at D0 are
implemented. The human operator can call the solver several times to assess different mitigation
measures.
8

D4.1 ENHANCED DCB ALGORITHMS WITH REINFORCEMENT LEARNING - AVAILABILITY
NOTE

2.2 Input
The AI-based DCB solver expects input files, and a few parameters, to be provided by the user. This
input is detailed below:
•

•

Input files for:
o

Original traffic: so6 and t5 files

o

Alternative trajectories: so6 and t5 files

o

Sector capacity: customised format

Parameters:
o

Airspace of interest

o

Time horizon of interest: start and end times

o

Computation time limit

2.3 Output
The solver provides mainly two output files:
•

A detailed list of mitigation measures per modified flight,

•

General description of results, specifying the new status of the airspace of interest during the
time horizon of interest, after the solution is applied (e.g., number of remaining hotspots,
maximum overload, etc), some statistics on the solution (e.g., computation time, number of
delayed/rerouted flights, delay statistics, etc).
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3 Hyper-heuristic-based solver
Given that DCB hotspot mitigation problem can be considered as an optimization problem, ENAC
focused on applying well-known global optimization methods to solve it; called metaheuristics. More
precisely, ENAC solver is based on Simulated Annealing (SA) algorithm. Further enhancements of the
algorithm underlying ENAC’s solver, such as re-heating and learning, gave rise to the so-called,
Simulated-Annealing-based hyper-heuristic. This algorithm is further described in Subsection 3.1.
Similar algorithms have been successfully used in the literature to solve different optimization
problems, e.g., (Bai, Blazewicz, Burke, Kendall, & McCollum, 2012) and (Goh, Kendall, & Sabar, 2019).
Technically, ENAC’s solver is developed in Java programming language.
ENAC DCB solver is delivered in the form of a compressed folder. In Subsection 3.2, the directory tree
is described. Run instructions are given in Subsection 3.3. Finally, output file formats are presented in
Subsection 3.4.

3.1 Underlying algorithm
Simulated Annealing (SA) is a one-point-based metaheuristic, inspired by the annealing process in
metallurgy.
SA starts with a single initial solution of the considered optimization problem, and evolves it during the
solution process, in order to find a good-quality final solution.
In the context of DCB hotspot mitigation problem, a solution consists of a possible list of mitigation
measures (i.e., delay, and/or rerouting) to be applied to specific flights.
During the solution process, SA evolves the current solution to a new one, using the so-called
neighbourhood operator. A simple example of such an operator in our context can be picking randomly
one flight and delaying it by a random delay between 1 and 60 minutes. ENAC solver implements more
complex operators. By applying the neighbourhood operator, a new candidate solution is obtained.
SA applies the so-called Metropolis criterion to decide whether to retain, or not, the new solution.
Briefly, solutions that improve the objective function (typically, that decrease the total sector overload
and the total delay) are always accepted, while others could be accepted, but only, with a controlled
probability. This probability is mainly controlled by a global parameter, called temperature, that
decreases as the solution time increases. When the temperature is high, the algorithm is keen on
accepting deteriorating solutions. When the temperature decreases, such deteriorating solutions are
less likely to be retained; at the end, only improving solution are accepted. Temperature governs the
balance between exploration (i.e., searching for new solutions) and exploitation (i.e., concentrating on
a limited region of the search space).
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Internal parameters to the Simulated Annealing ensure that the solution process converges,
eventually, to a good-quality solution.
While in a classical implementation, only one neighbourhood operator is available to the simulated
annealing, ENAC’s solver implements several neighbourhood operators that are dynamically selected
at each step of the solution process, among them:
•
•
•

Delay the most critical flight
Cumulatively delay a flight with high criticality index
Reroute the most critical flight

The criticality index of a flight, or flight overload factor, is computed using the overload values of the
sector-periods crossed by that flight. The higher the flight overload factor is, the more that flight is
involved in hotspots.
During the solution process, ENAC’s solver updates the neighbourhood operators weights according
to their performance, in the past iterations. At every iteration, the solver selects randomly one
neighbourhood operator among the available ones, with probabilities proportional to their weights.
This online learning procedure, often linked with reinforcement learning (Nareyek, 2004), helps the
solver choose the best neighbourhood operator to apply at each iteration.
If during the solution process, the solver gets stuck in a local optimum, the temperature is quickly
increased, so that the solver can explore new solutions. This operation is called re-heating.
The implementation of Simulated Annealing in ENAC’s solver is based on the interplay between
optimization and simulation, as depicted in Figure 3.

Figure 3 – ENAC's DCB solver: interplay between optimization and simulation/evaluation
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The initial solution is assumed to be the one without any delay nor rerouting. The corresponding initial
environment (e.g., sector demand, sector overload, flight overload factor, delay, etc) is simulated. The
algorithm starts by selecting a neighbourhood operator, that produces a new solution. Then, the
simulation environment is updated assuming the new solution is applied. The objective function,
defined as the weighted sum of total overload and total delay, is evaluated. The Metropolis criterion
is applied to decide whether to accept or to reject the new solution. If it is rejected, the previous
solution is recovered, and so is the simulation environment. The stopping criteria (e.g., computation
time limit, or too low temperature) are evaluated. If the algorithm is to be stopped, the last accepted
solution is output. Otherwise, the weight of the neighbourhood operator, lastly used, is updated, and
the solver starts a new iteration, first, by randomly selecting a neighbourhood operator among the
available ones with probabilities proportional to their weights.

3.2 Solver’s directory description
ENAC’s DCB solver is delivered in the form of a compressed folder, having directory tree is described
as follows:
•

AI_DCB_Solver_ENAC/
o

Data/
▪ 20190727
▪ 20190827
▪ 20190828

o

Results/

o

Instructions/
▪ InstructionFileExampleTest
▪ InstructionFileExample1
▪ InstructionFileExample2
▪ InstructionFileExample3

o

DCBSolverENAC.jar

❖ The folder “Data/” contains three datasets to be used as input by the solve, each corresponds to
one day of traffic:
o
o
o

July 27th, 2019
August 27th, 2019
August 28th, 2019

For each day, a folder with name scheme “Data/YYYYMMDD” provides the following files:
o
o
o

YYYYMMDD_Initial_from_NEST.so6
YYYYMMDD_Initial_from_NEST.t5
YYYYMMDD_Reduced_Sector_Capacity.csv
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Quick notes on the traffic (so6 and t5) file formats, and on the sector capacity file, are given in
Subsections 3.2.1 and 3.2.2, respectively.
❖ The folder “Results/” is the destination folder where output files produced by the solver will be
stored. The two main output files are described in Subsection 3.4
❖ The “Instructions/” contains some examples of instruction files, to be used to run the solver. A
detailed description of the instruction file is given in Appendix B.
❖ The AI-based DCB solver developed by ENAC is distributed in the form of a Java archive file (.jar),
called “DCBSolverENAC.jar”. The command to run the solver is given in Subsection 3.3.

3.2.1 Traffic files
The file formats, so6 and t5, are standard Eurocontrol R&D files.
Traffic and airspace intersection files (t5) provide, for each flight, the list of crossed sectors, as well as
entry time to each crossed sector.
Trajectory files (so6) provide mainly meta-data related to each flight, e.g., callsign, aircraft type, origin
and destination airports, etc.

3.2.2 Capacity file
The sector capacity is expressed as the hourly entry count, with a shift of 20 minutes between the
starting times of any two successive counting periods.
When a sector is closed, its capacity is set to zero.
The opening or closing status of a sector is determined based on Eurocontrol R&D data files:
Configuration Opening Scheme (cos) and Configuration (cfg) files.
Values of reduced capacity are delivered by WP3 AI module: capacity decay prediction.
The capacity file format is described in Appendix A.

3.3 Run instructions
Prerequisites
•

A Java Running Environment (JRE) compatible with JAVA 11.

•

A valid instruction file (A detailed description of the instruction file is given in Appendix B).
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Run command
1. Open a command terminal in the folder “AI_DCB_Solver_ENAC/”.
2. Run the command:
java –jar DCBSolverENAC.jar Instructions/InstructionFileExample1

3.4 Output description
By the end of each run, ENAC’s solver provides two main output files with the following names:
•

YYYYY_MM_DD_HH_mm_ss_GeneralResults

•

YYYY_MM_DD_HH_mm_ss_Solution

The reference date and time YYYY_MM_DD_HH_mm_ss refers to the time point when the solver was
launched, as follows:
•
•
•
•
•
•

YYYY: year
MM: month
DD: day
HH: hour
mm: minutes
ss: seconds

ENAC’s solver may generate additional output files that store, for example, objective value evolution,
neighbourhood operator weights evolution along the search process.

3.4.1 General results file
The general results file (YYYYY_MM_DD_HH_mm_ss_GeneralResults) reports, most importantly:
•

Overload criteria in the initial (i.e., before running the solver) and the final states (i.e., after
running the solver and applying the proposed solution)

•

Computation time to find the proposed solution

•

Solution summary: number of all modified flights, number of delayed/ rerouted flights, etc

•

Delay statistics: total delay (in minutes), minimum, maximum, and average delay.
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3.4.2 Solution file
A quick solution summary (identical to the one in the general results file) is recalled in the header of
the solution file called, YYYY_MM_DD_HH_mm_ss_Solution.
Then, the solution file lists all modified flights with the mitigation measures proposed to each of them.
Field name

Description

Example

Flight_Id

Internal unique identifier of the flight as it 232479787
appears in so6, and t5 files.

Callsign

Callsign of the flight

AC_Operator

Aircraft operator, I.e., airline code (extracted DLH
as the first three letters of the callsign)

AC_Type

ICAO code of the aircraft type

B748

ORG

ICAO code of the origin airport

SAEZ

DEST

ICAO code of the destination airport

EDDF

inital_Overload_Factor

Criticality index of the flight in the initial 5.839
situation. The higher the criticality index is, the
more the flight is involved in hotspots. The
smallest criticality index value is zero, for a
flight does not enter any overloaded sector.

GND_DELAY_(sec)

Delay at departure, or ATFM delay, expressed 6180
in seconds.

GND_DELAY_(min)

Delay at departure, or ATFM delay, expressed 103
in minutes.

Arrival_Delay_(min)

Delay at arrival. It can be different from delay 103
at departure, when the flight is rerouted to an
alternative trajectory, whose duration is
different from the original trajectory’s
duration.

REROUTED

True or false,

TRAJ_ID

Internal unique identifier of the trajectory. If 0232479787
the flight is not rerouted, then TRAJ_ID is the
same as Flight_Id, with a zero ahead.

DLH511

false
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InRegion_AfterModif

Takes the value “IN” if the modified flight still IN
enters the region of interest (but possibly out
of the time horizon of interest).
The value “OUT” corresponds to a flight
rerouted out of the region of interest (i.e., does
not cross any studied sector).

InRegionAndTimeScope
_AfterModif

Takes the value “IN” if the modified flight OUT
enters the region of interest, during the time
horizon of interest.
Takes the value “OUT” if the modified flight
enters the region of interest, but out of the
time horizon of interest (e.g., before the start
of the time horizon or after the end of the time
horizon).
Takes the value “NA”, if the modified flight is
rerouted out of the region of interest.

Table 2 – Solution file's fields description
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4 Reinforcement-learning-based solver
4.1 General information
In this task, multi-agent reinforcement learning (MARL) methods have been adopted, by Cranfield
University (CU), to tackle the DCB problem, where intelligent agents are expected to learn proper fasttime approximation of the solution, through numerous trials and errors, without formulating complex
hand-crafted models. Independent reinforcement learning, edge-based multi-agent reinforcement
learning, and agent-based multi-agent learning were proposed according to the features of agents'
coordination graph. The hierarchical reinforcement learning frameworks were proposed based on the
state-action abstraction and temporal action abstraction, taking advantage of the coordination of
agents to handle real-world problems. Regardless of the agents' actions being independent or
connected, the hierarchical frameworks could produce promising results.
MARL can come into play to train a general DCB solver, where some of the computational complexity
can be addressed offline, i.e., in the learning phase. Thus, the objective is, on one hand, providing
solutions of high quality for different DCB scenarios, and on the other hand, enabling fast-time
computations to meet the operational requirements. The MARL environment is constructed by a
number of airspace sectors and flights with spatio-temporal information. Flights in hotspots are
defined as the candidate agents to interact with the environment.
Specifically, to employ MARL to train the proposed reinforcement-learning-based solver, the DCB
problem is formulated as a multi-agent system where hundreds or thousands of agents collaboratively
work to minimise the average delay and to eliminate airspace hotspots. The flight is represented by
spatio-temporal trajectory and only flights in hotspots are regarded as the candidate agents. The
asynchronous advantage actor-critic reinforcement learning algorithm is extended to multi-agent
version (MAA3C). To promote the cooperation and collaboration of agents, the unsupervised learning
methods including ranking is then introduced. Experiments on the simulated and real case studies
show the effectiveness of the proposed frameworks. Evaluation results suggested that the trained
models are able to deal with dynamic flight plans including the change of flight number, sector number
and capacity.
The reinforcement-learning-based solver is developed using Python environment, which contains four
modules, that is, the input data pre-processing, DCB online training simulator, model training and
model implementation. The function of input data pre-processing is to convert the original data into a
data form that is readable for the solver. The online training simulator is to provide an interactive
environment for reinforcement learning algorithms and visualisation of the training process. The
function of model training is to train the (shared) policy neural network of the agents. Finally, the
model implementation is to generate the DCB solution given the output of the trained AI model.
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4.2 Availability Note Forms
4.2.1 Module #01
Module Name and Version:

Input data pre-processing

Availability Note by MEMBER(S):

Cranfield University

Availability Note Date:

30/11/2021

Person Responsible Item’s Availability:

Dr Yan Xu and Yutong Chen

Details of Module Availability
Maturity Level addressed by the Module implementation:

TRL2

Date and location of the Module Verification:

01/02/2021, ATM Laboratory, Cranfield University

Module Verification witnessed by:

Dr Yan Xu, Yifan Tang, Cheng Huang and Yutong Chen

Verification Overall Result:

Passed

Module brief description and structure:

The main function of this module is to pre-process the input source data and convert them to a specifically
defined format that can be more readable for the AI solver. The general data pre-processing flowchart is
shown in Figure 4.
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•
•
•
•
•
•

Capacity Prediction
AI Engine

Opening Scheme: cos
Capacity: ncap
Airspace: spc
Configuration: cfg
Activation: nact
Traffic Volume: ntfv

Demand Prediction
AI Engine

Traffic: t5

Capacity Decay

Data Extraction

Flight demand

Sector

Sector

…

…

…

…

…

…

…

…

Flight

Operating sectors’
capacity

…

Timewindow

Capacity values

…
Capacity

Entry Time

Figure 4 – Input data pre-processing flowchart.

Below are the mainstream of data that are captured from the Demand Data Repository v2 (DDR2):
•
•
•
•
•
•
•

Opening Scheme: ‘cos file’
Capacity: ‘.ncap’ file
Airspace: ‘.spc’ file
Configuration: ‘.cfg’ file
Activation: ‘.nact’ file
Traffic Volume: ‘.ntfv’ file
Intersection of airspace/traffic: ‘.t5’ file

The sector opening scheme data (i.e., the opening scheme of the sectors of interest and referenced
capacities) are extracted from the input data (1)-(6). For the input data (7), the time that flight enters each
specific sector is extracted. Then, against the opening scheme of the sectors, the flight plan data are
generated based on the entry time. Besides, the sector capacity of the DDR2 is not the final value, because
it needs to be crossed checked based on the capacity decay resulted from the Capacity Prediction module.
The data of operating sectors’ capacity and flight demand are eventually converted into two twodimensional matrices.
In terms of the matrix of the sector opening scheme, rows present time-windows and columns represent
sectors. In our solver, we divide a day into 72 time-windows and the length of each time-window is 60
minutes. Therefore, the number of rows is 72 and the number of columns equals to the number of sectors.
The cell of the i-th row and the j-th column in the matrix is occupied by the capacity value of the j-th sector
during the i-th time-window. The capacity is measured in flights per hour. It should be noted that if the
capacity is null, it means the particular sector is closed during that time-window.
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In terms of the matrix of the flight plan, rows present flights and the columns represent sectors. Therefore,
the number of rows equals to the number of flights and the number of columns equals to the number of
sectors. The cell of the i-th row and the j-th column in the matrix is occupied by the time at which the i-th
flight enters the j-th sector. The entry time is measured in minutes. It should be noted that if the value is
null, it means that the flight is not planned to enter the sector.
These two matrices are saved in ‘npy’ format (which is a commonly-used data structure used in Python
Numpy library). In addition, two index lists are also generated, which are used to locate the ID of the flight
and sector in the matrices.

Additional Information

Figure 5 – An example of the OperatingSectorCapacity.npy.
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Figure 6 – An example of the FlightDemand.npy.

4.2.2 Module #02
Module Name and Version:

DCB online training simulator

Availability Note by MEMBER(S):

Cranfield University

Availability Note Date:

30/11/2021

Person Responsible Item’s Availability:

Dr Yan Xu and Yutong Chen

Details of Module Availability
Maturity Level addressed by the Module implementation:

TRL2

Date and location of the Module Verification:

01/04/2021, ATM Laboratory, Cranfield University

Module Verification witnessed by:

Dr Yan Xu and Cheng Huang

Verification Overall Result:

Passed

Module brief description and structure:
The main function of this module is to provide an online training (and visualisation) simulator for the
reinforcement learning solver to interact with the (DCB) environment. The simulator will be described in
brief using a toy case for convenience (as shown in Figure 7).
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Figure 7 – A toy case of the reinforcement learning environment.

The DCB problem involves two kernel objects: the flight information (demand) and the airspace sector
configuration (capacity). A flight is represented by a spatio-temporal trajectory, in general, written as
fi = {(S p , EntryTime p ),L ,(Sq , EntryTimeq )} , where i is the flight index, p and q are indexes of sectors,
and there is no strict order for them. In this case, there are 16 sectors S0 - S15 created and constructed as
4x4 squares. A sample flight f1 = {( S4 ,10:22),( S5 ,10:32),(S1 ,10:52)} is then simulated, in which flight f1
enters sector S 4 at 10:22, sector S5 at 10:32 and sector S1 at 10:52.
In each sector, the flights inside also carry the information about other sectors. For instance, when
considering f1 in S 4 , it also includes its information in sector S5 and S1 . Hence, it is a compromise process
to achieve the global observation about all interested sectors. The capacity of sectors depicts the
maximum number of flights that can enter the sector within a specific period of time. There are three
flights randomly generated with different number of traversed sectors in the case. All flights are mapped
into the snapshots.
Assuming that the capacity of all sectors is 2, we can observe from Figure 7 that sector S5 in period T31
becomes a hotspot as there are three flights entering the sector during 10:00-10:20. The three flights can
constitute a multi-agent system, and then some learning algorithm can be applied to the system to select
which flight to delay and how long. If the learning algorithm outputs a delay result, such as [10 min, 0 min,
0 min], it means that only f1 is delayed for 10 minutes. This delay result is then used to update the flight
plan, where f1 is updated to f1 = {( S4 ,10:32),( S5 ,10:42),( S1 ,11:02)} , with f 2 and f3 unchanged. This
process is repeated until all hotspots are eliminated.
As such, to create this virtual environment for the RL-based solver to interact with, a prototype of the DCB
simulator is developed, as shown in Figure 8.
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Figure 8 – DCB simulator developed to perform and visualise the training process.

The simulator is designed by importing the ‘Pygame’ library of Python. For simplicity, the simulator is also
introduced still using the toy case mentioned above (where 16 sectors are included). There are 72 green
boxes in the interface which represent the states of 72 time-windows respectively. In each green box,
there are 16 sub-boxes which represent 16 sectors of interest. The value at each sub-box represents the
ratio of demand and capacity of the corresponding sector. The colour of the sub-box reflects the demand
and capacity relationship of the sector. Red, yellow and green respectively depict hotspot sector, nearly
overloaded sector, and coldspot sector. Other key information can be noticed from the right side of the
interface, such as the training steps, states and action, and capacity fluctuation, etc.

Additional Information
N/A
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4.2.3 Module #03
Module Name and Version:

Model training

Availability Note by MEMBER(S):

Cranfield University

Availability Note Date:

30/11/2021

Person Responsible Item’s Availability:

Dr Yan Xu and Yutong Chen

Details of Module Availability
Maturity Level addressed by the Module implementation:

TRL2

Date and location of the Module Verification:

01/06/2021, ATM Laboratory, Cranfield University

Module Verification witnessed by:

Dr Yan Xu, Cheng Huang

Verification Overall Result:

Passed

Module brief description and structure:
The main function of this model is to train the policy (neural) network of the agents, such that the trained
agents can be deployed to solve any specific DCB instance. To employ the multi-agent reinforcement
learning method, the DCB problem is first formulated as a Partially Observable Markov Decision Process
(POMDP).
To train the agents, an enhanced multi-agent asynchronous advantage actor-critic (MAA3C) framework is
employed. Some important features of the MAA3C framework include:
•

Recurrent structure: The policy network is constructed to estimate the action distribution, more
specifically, m and s values of normal distribution. All continuous actions are sampled from the
distribution. The long short-term memory (LSTM) is used as the basic layer of the neural networks
to flexibly deal with the different number of traversed sectors of stacked observations. As depicted
in Figure 9, the first layer in MAA3C is shared, and three branches are formed on the second layer
to approximate the policy parameters m, s and the value function respectively.

Figure 9 – Neural network structure in MAA3C framework.

•

Parameter Sharing: Instead of initialising an individual policy for every agent, all agents share a
single policy network and can then share the experience. From the perspective of the network, it
is also a single meta-agent network. Although the parameters are shared, the agent will get its
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unique output as each agent receives different observations. With parameter sharing, the storage
cost and training process can be optimised.
•

Stationarity Analysis: In Partially Observable Markov Decision Process, from agents’ perspective,
the multi-agent environment is non-stationary as other agents interacts with the environment. If
the learning process is centralised, the concatenation of the observations of all agents is taken as
the input and the critic can access the information from all agents. With the centralised critic,
regardless of the actor being centralised or decentralised, the environment can be stationary.

•

Scalability: The observations of agents are stacked as the input matrix, and the dimension of this
matrix will change as the number of agents varies. Since there is a single policy network, it can
allow dynamic batch size, or in other words, any number of flights. More importantly, the
scalability and generalisation of the application process can be guaranteed by the state definition
as well as the shared parameters.

Additional Information
The training dataset include several sets of simulation data and real data. The problem scale of the training
scenarios is diverse. The number of sectors is from several to hundreds and the number of flights is from
hundreds to thousands. Note that the capacity of sectors in simulation scenarios is constant value but that
in real scenarios is dynamic value based on the sector opening scheme.
During the training process, the performance of the trained model is assessed by assessing the average
return calculated based on the reward function of the agent. An example of the average reward curve is
shown in Figure 10.

Figure 10 – An example of the average reward curve during the training.

It can be noticed that the average return increases rapidly during the first 500 episodes, and then stabilises
after 1500 episodes, which means that the training is converging.
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4.2.4 Module #04
Module Name and Version:

Model implementation

Availability Note by MEMBER(S):

Cranfield University

Availability Note Date:

30/11/2021

Person Responsible Item’s Availability:

Dr Yan Xu and Yutong Chen

Details of Module Availability
Maturity Level addressed by the Module implementation:

TRL2

Date and location of the Module Verification:

01/09/2021, ATM Laboratory, Cranfield University

Module Verification witnessed by:

Dr Yan Xu and Yutong Chen

Verification Overall Result:

Passed

Module brief description and structure:
The main function of this module is to produce a fast-time approximation of a high-quality solution by
executing the trained model to address a specific DCB instance. The solution consists of two types of
initiatives, including rerouting and ground delay. The data flow for obtaining and implementing this
module is as shown in Figure 11.
AU Preference
Prediction

Input Files

DCB Online
Training
Simulator Module

Training Dataset

Alternative
Trajectory Set

Input Data
Pre-processing
Module

Model Training
Module

MARL Algorithms

Rerouting
Solver

Input Matrices

Trained Model

Rerouting
Trajectory

Ground Delay
Solver

Ground Delay

DCB Solution

Figure 11 – Data flow of the module implementation.

In terms of rerouting, two sets of information need to be imported. One is the alternative trajectory set
from the AU Preference Prediction engine; the other is the operating sector capacity matrix and the flight
demand matrix which are the result of the input data pre-processing module. The function of the rerouting
solver is to select the rerouting trajectory for each flight in its set of alternative trajectories (if any). Each
trajectory (including both the original and alternatives) has been labelled with a score, based on the
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weighted sum of two indices, namely the number of hotspots it crosses and the degree of AU preference
on it (e.g., the distance flown). For a flight crossing hotspots and has alternative trajectories, it selects the
trajectory with the highest score.
In terms of ground delay, the agents with the trained model are deployed on each flight. The environment
simulator is operated given the sector opening scheme and the flight plan (which is updated according to
the rerouting trajectory). Also using the simulator, each action of a flight is determined by the agent
deployed on it. Once all the hotspots are eliminated, the simulator will terminate. The final DCB solution
is generated which consists of both rerouting and ground delay.
In addition, it should be noted that the solver opens interfaces for human operators, e.g., NM/FMP, to
specify certain conditions, for instance, flights that are exempted from regulation, sectors that are
manually identified as hotspot/coldspot, the maximum extra rerouting distance, etc.

Additional Information
More case studies implying how to implement the trained model can be found in the following papers:
•

C. Huang and Y. Xu, “Integrated Frameworks of Unsupervised, Supervised and Reinforcement
Learning for Solving Air Traffic Flow Management Problem,” 40th IEEE/AIAA Digital Avionics
Systems Conference (DASC), San Antonio, USA, October 3-7, 2021.

•

Y. Tang and Y. Xu, “Multi-Agent Deep Reinforcement Learning for Solving Large-Scale Air Traffic
Flow Management Problem: A Time-Step Sequential Decision Approach,” 40th IEEE/AIAA Digital
Avionics Systems Conference (DASC), San Antonio, USA, October 3-7, 2021.

4.3 Run instructions
To enhance the compatibility and flexibility, the procedures of running the solver are decomposed into
five steps (see Figure 12), in line with our executable software package as attached.
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Capacity_Input

Initial SOS
Generator
Initial_SOS.csv

Demand_Input

Flight Extractor

FlightInfo.csv

Initial_FP.csv
Input Matrix
Generator
Initial_SOS.npy

CapacityDecay.csv

Initial_FP.npy

Final SOS
Generator

Final_SOS.npy

AlternativeTraj.csv

DCB solver

Solution.csv

Figure 12 – Programs running flowchart.

•

Run the Initial Sector Opening Scheme (SOS) Generator to extract the initial sector opening
scheme information from Capacity_Input files.

•

Run the Flight Extractor to extract the initial flight plan (FP) of interested flights from
Demand_Input files.

•

Run the Input Matrix Generator to generate the *numpy* matrices of initial operating sector
capacity and initial flight demand.

•

Run the Final Sector Opening Scheme Generator to update the *numpy* matrices of initial
operating sector capacity based on the decayed capacity information, and then obtain the
*numpy* matrices of final sector capacity.

•

Run the DCB Solver already embedded in the simulator to apply the reinforcement-learningbased DCB solver to obtain the solution including rerouting and ground delay.

Note that a more detailed description of how to install, configure and execute the program is
summarised in the README file of the package.
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4.4 Output description
The output contains five columns of data, as shown with an example in Table 3 – An example of the
solver output..
FlightID
232496339
232505150
232484790

DelayTime (min)
0
62
43

ReroutingLabel (1/0)
1
0
1

ReroutingID
14

ExtraDistance (NM)
13.9

8

34.82

Table 3 – An example of the solver output.

•

‘FlightID’: a unique flight ID;

•

‘DelayTime’: allocated ground delay time in minutes;

•

‘ReroutingLabel’: a binary label to indicate whether the flight is rerouted, where ‘1’ represents
‘yes’ and ‘0’ means ‘no’;

•

‘ReroutingID’: a unique ID of rerouting trajectory; and

•

‘ExtraDistance’: the extra flown distance of the rerouting.

Note that the solution file only contains regulated flights (either delayed or rerouted).
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Appendix A Hyper-heuristic based DCB solver: Capacity
file format
The sector capacity is expressed as the hourly entry count. It reports the sector capacity per counting
period. A counting period has a duration of one hour. There is a shift of 20 minutes between the
starting times of any two successive counting periods.
The capacity file gives sector capacities for a complete day; from 00:00 to 24:00 UTC (i.e., to 00:00 of
the following day). The first counting period spans from 00:00 to 01:00. The second from 00:20 to
01:20. The third from 00:40 to 01:40. Hence, there are 72 counting periods per day.
Table 4 and Table 5 provide more details on the capacity file format used by the hyper-heuristic based
DCB solver. Figure 13 gives a short example of a capacity file with 30 sectors.

Header
Field Id

Field 0

Field 1

Value

“timeslot”

1

Field 2

…

Field 72

2

...

72

Table 4 – Capacity file format: header.

Body
Field Id

Field 0

Field 1

Field 2

…

Field 72

Description

Sector name

Sector capacity
at the first
counting period

Sector capacity at
the second
counting period

...

Sector capacity
at the last
counting period

Value
(example)

LFBB

20

20

..

20

Table 5 – Capacity file format: body.

Figure 13 – Example of a capacity file.
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Appendix B Hyper-heuristic based DCB solver:
Instruction file
The instruction file contains all parameters to be set by the user in order to run the solver for a
particular dataset. Instructions files can be modified by the user as regular text files, using text editors.
The parameters available in the instruction file are given in the following Table 6.
Field name

Format

Example

Time_Horizon_Start

DD/MM/YYYY HH:mm

27/07/2019 00:00

Time_Horizon_End

DD/MM/YYYY HH:mm

27/07/2019 06:00

Airspace_Initials

A list of strings
separated by a space

Example 1: LFEE LE; for Reims ACC and Spain

T5_traffic_file_path

File path

/home/user/ISOBAR_files/Data/20190727/
20190727_Initial_from_NEST.t5

SO6_traffic_file_path

File path

/home/user/ISOBAR_files/Data/20190727/
20190727_Initial_from_NEST.so6

T5_alternative_trajectories_file_path

File path

/home/user/ISOBAR_files/Data/20190727/
20190727_Initial_from_NEST.t5

SO6_alternative_trajectories_file_path

File path

/home/user/ISOBAR_files/Data/20190727/
20190727_Initial_from_NEST.so6

Configuration_file_path

File path

unnecessary

Opening_scheme_file_path

File path

unnecessary

Capacity_file_path

File path

/home/user/ISOBAR_files/Data/20190727/
Reduced_Capacity_From_CU_Transposed_2
0190727.csv

Sustainable_Overload_Threshold

A percentage

Typically: 0.1; corresponding to 10% of
sustainable overload, i.e., a sustainable
sector demand is <= 110% capacity.

Computation_time_limit

A number of seconds

600; for 10 minutes

Results_Directory_Path

File path

/home/user/ISOBAR_files/Results/

Example 2: LF; for France only

Table 6 – Instruction file format.
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